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Executive Summary 

The CrowdBot project's crowd simulators perform two essential roles for the safe navigation of robots in 

populated environments: 

1. Crowd simulation for short-term prediction of the evolution of the situation of people in the vicinity 

of the robot.  

2. Crowd simulation for testing and evaluating the navigation functions of a robot in a densely populated 

environment. 

This deliverable reports on the developments made by the partner Inria to meet these two needs between 

months M1 and M20 of the project. 

1. Overview 

1.1. Realistic short-term prediction of the evolution of a crowd 

Predicting the evolution of a crowd around a robot consists in predicting the future trajectory of all the people 

perceived by the robot around it, i.e. from an estimate of their current and past positions, with the objective of 

maximizing the reliability of this prediction. Our work explored 2 main classes of approaches to this problem, 

to identify the most promising ones within the project. The problem was first seen as that of data assimilation, 

i.e., the evaluation of the parameters of a pedestrian behaviour model based on the detection of present and 

past pedestrian positions around the robot. In this approach, we have distinguished two main types of models: 

procedural, which model the behaviour of a pedestrian as a rule system that the pedestrian must follow, and 

energy-based, where the behaviour of a pedestrian is modeled through a cost function that the pedestrian 

optimizes by changing his position. In a second approach, we relied on learning methods, and in particular on 

deep convolutional networks capable of predicting the future states of the robot's pedestrians, based on a set 

of past observation data that constitute a training data set.  

This report presents in detail these different paths explored, compares them and analyses them. We believe, 

for the second part of the project, that learning-based approaches are more promising than the first ones, in 

particular because they do not require strong hypotheses about the nature of the behaviours observed by the 

robot, as well as their greater ability to capture the particular effects of interactions between the robot and 

humans, for which we do not have models. We support these conclusions in the report.  

1.2. Crowd simulation for testing and evaluation 

A simulation environment is essential to the most basic steps of validating a robot during its development. But 

when it comes to assessing your ability to navigate in a densely populated environment, the very design of 

simulation environments is problematic. It is addressed in the CrowdBot project with the idea of early detection 

in the robot design of possible dangers that may arise from its navigation functions. A major challenge concerns 

the transferability of test results to simulations: is the success or failure of robot navigation in a simulation 

environment related to reality? Would the same conclusions be reached in real tests? 

This question is central to the approach explored in developing this simulator. To maximize the level of realism 

of the simulator, we propose in particular to introduce the use of Virtual Reality in this objective. This report 

presents the current state of both the crowd simulator and Virtual Reality platform to perform experiments and 

tests within the project. 
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2. Crowd Prediction 

2.1. Problem statement & objectives 

One objective is to provide an estimation of how the crowd around the robot will evolve in the short-term; 

accurately predicting the future trajectory of individuals in the crowd who are nearest to the robot, and 

improving the visual tracking of these individuals. The motion prediction will also provide an interface for 

Navigation module of the Robot, to decrease the risk of collision with pedestrians in the environment.  

However due to unpredictability nature of human motion, prediction of crowd motion could be very 

challenging. Trajectories of single pedestrians are affected from both internal variables of the person of interest 

(POI) and the environmental factors. Without claiming exhaustivity, we could mention the nature of the 

surrounding obstacles and their spatial distribution, the nature of the ground, the long-term goal of the 

pedestrian, his age, his mental state, etc. Then, to make things even more difficult, the motions of a whole set 

of agents sharing a common space are dependent, through a whole range of interactions that can go from 

avoidance to meeting intention or person following. 

To overcome this problem, we explored 2 different approaches and accordingly we will deliver 2 tools for 

human trajectory prediction. The technical descriptions will be presented in the next sections. 

Input: 

We assume that each scene is first preprocessed to obtain the spatial coordinates of the all people at different 

time-instants, in global coordinate system. At any time-instant t, the ith person in the scene is represented by 

his/her xy-coordinates (xt
i, yt

i). In this document we denote a trajectory from time instant t0 to t1 as . 

We feed all the N observed trajectories  to the system. 

Note that due to implementation complexities, the system only accepts trajectories with length Tobs+1. The 

longer trajectories should be cut and the pedestrians appeared in the scene at t: -Tobs<t<0, they need to be 

extrapolated (e.g with a constant-velocity model), otherwise they will be skipped. 

Output: 

The output of the system is the most likely location(s) of the N detected pedestrian in the desired time-window 

i.e. time instants 1 to Tpred. 

2.2. Technical descriptions 

2.2.1. Crowd Simulation models 

Before going deeper into the technical descriptions let’s clarify the definition of crowd simulation. By Crowd 

Simulation we mean any “algorithm that simulates the motion of several agents, possibly many, taking into 

account the interactions with other agents and with static obstacles in the environment”. Such algorithm 

requires the following inputs: 

 Environment Layout: including the obstacles and the borders of the environment. This information 

should define the walkable/non-walkable areas 

 Agents & parameters: the number of agents: N, and also depending on the algorithm, the parameters 

of the agents p={p1... pN}should be initialized 

 Initial location & destination: the location xi
0 - and velocity vi

0 - of agents should be set, also a 

destination gi should be assigned to each of them agent (either a location or a direction vector) 

The formal notation of the algorithm will be: 

, 
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where f is the simulation function, x, v, g represent the set of locations, velocities and destinations of the agents, 

respectively, and k shows the time index. The function finds the next location and velocity vectors for each the 

agents. 

In order for the algorithm to replicate a ‘reference’ crowd, we have knowledge about the environment layout, 

the number of agents and the initial locations and the destinations of the agents; however the parameters of the 

agents are the unknown variables that need to be ‘calibrated’. Wolinski et al. showed that for many crowd 

simulation algorithms the replication performance is strongly dependent on the parameters and furthermore it 

is usually a non-convex function of the parameters.  This can be seen as an optimization problem. And non-

convex optimization methods such as genetic algorithm can be applied. 

Such algorithm can also be used to ‘predict’ trajectories. In this case, the parameters will be optimized over 

the ‘observed’ part of the trajectories and they will be used to simulate the ‘future’ part. The destination of the 

agents is also another unknown variable. To address this issue, we consider these options: 

 Using ground truth destinations from the ‘reference’ crowd (only applicable for evaluation of the 

algorithm) 

 Using the current direction vector as destination, 

 Estimation of possible destinations from the environment layout 

 Using statistical inference from the observed data in this environment 

2.2.2. Optimization Framework 

What we will deliver as the accomplishment of this section, is a framework for optimizing the parameters of 

a given crowd simulation algorithm, to predict the trajectories of the agents. The system overview of the 

optimization framework is depicted in Fig. 1. The main features of this framework are: 

 Crowd simulation algorithms: The framework can work with any simulation algorithm that meet the 

‘simulation interface’ requirements. The tool already contains several algorithms 1 : Boids, 

Helbing,  PowerLaw and RVO2. 

 Optimization methods: Genetic algorithm, greedy algorithm and simulated annealing are already 

implemented and can be used for calibrating the agent parameters. 

 Cost functions: The optimization can be applied on a variety of cost functions that measures the 

dissimilarity between a ‘reference’ and a ‘simulated’ crowd. The implemented cost functions are: 

absolute difference, inter-pedestrian distance and the progressive difference. 

 

Figure 1. System overview of Optimization framework for Crowd Simulation Parameters 

                                                      

1 Wolinski, D., J. Guy, S., Olivier, A. H., Lin, M., Manocha, D., & Pettré, J. (2014, May). Parameter estimation 

and comparative evaluation of crowd simulations. In Computer Graphics Forum (Vol. 33, No. 2, pp. 303-312). 
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2.2.3. Crowd Simulation Algorithms 

 In Boids23 model, f is a function of the agents’ position at some specified future time (current time plus 

constant). When the predicted distance between agents gets too low, a separation force is computed 

and added to an attraction force which is pulling towards the agent’s goal. The Parameters are radius 

(size of 2D circle agents) and comfort speed (i.e., speed when no interactions occur). 

 In Helbing Social Force4 model, f is a function of the agents’ positions. Repulsive forces are computed 

between agents and combined with attraction forces toward goals. Parameters are: radius and comfort 

speed.  

 In PowerLaw5 model (which is also called time-to-collision force model), the repulsion force between 

the agents is proportional to their time-to-collision (TTC). The parameters are: radius, comfort speed, 

time horizon, neighbor distance, max acceleration, and 3 other coefficients:  k, ks and m. 

 In the RVO26 model, which computes an agent’s admissible velocity space (space which remains 

collision-free in a future time window), f returns the optimal admissible velocity. The Parameters are: 

comfort speed, neighbor distance (only agents within this distance are considered for local 

interactions), radius, and time horizon (only future collisions within this horizon are considered for 

local interactions).  

Among the above models, RVO2 is the only one which provides some formal guarantees about collision-free 

motions. 

2.2.4. Optimization methods 

Greedy approach (G): this approach works by replacing one parameter from p at a time for each agent. If this 

replacement lowers the optimization function, the new parameter value is chosen; if not, the previous value is 

restored. This method can get stuck in local minima. 

Simulated annealing (SA): a variant of the greedy approach, this approach attempts to avoid local minima by 

occasionally using new parameter sets that are “worse” (have higher value of the optimization function) than 

the old ones. The likelihood of accepting a worse parameter set decreases over time. Given an unlimited 

amount of time, SA will compute the global minimum. 

Genetic algorithm (GA): methods based on genetic algorithms also seek to avoid local minima, and do so by 

maintaining a pool of parameters that can lead to different local minima. New pools of parameters are 

computed by combining and modifying previously successful candidates. 

2.2.5. Cost Functions 

Absolute Difference (D): computes the total distance in position over all agents over all timesteps. 

Inter-pedestrian Distance (I): compares the difference in average distance (as a L2-norm) between every 

pair of agents. 

                                                      

2 Reynolds, C. W. (1987). Flocks, herds and schools: A distributed behavioral model (Vol. 21, No. 4, pp. 25-

34). ACM. 

3  Reynolds, C. W. (1999, March). Steering behaviors for autonomous characters. In Game developers 

conference (Vol. 1999, pp. 763-782). 

4 Helbing, D., & Molnar, P. (1995). Social force model for pedestrian dynamics. Physical review E, 51(5), 

4282. 

5 Karamouzas, I., Skinner, B., & Guy, S. J. (2014). Universal power law governing pedestrian interactions. 

Physical review letters, 113(23), 238701. 

6 Van Den Berg, J., Guy, S. J., Lin, M., & Manocha, D. (2011). Reciprocal n-body collision avoidance. In 

Robotics research (pp. 3-19). Springer, Berlin, Heidelberg. 
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Progressive Difference (P): measures the absolute difference between the simulated agents and the reference 

data when the simulation is reinitialized at each timestep. 

The combination of a simulation algorithm, a metric (cost function), an optimization method and a goal type 

will construct a prediction ‘scheme’. User can mix different options and create different schemes. 

2.2.6. Implementation 

The framework is implemented in c++ and will be presented as a desktop application with a Qt-based graphical 

user interface. It can be helpful for debugging and evaluation of different algorithms. A snapshot is shown in 

Fig. 2. The main window contains a scene to display the world in 2D, a menu at the top and some control 

buttons at the bottom. In the scene, the agents are shown by yellow circles and the ground truth predictions are 

shown in punch color, the results of Helbing model are shown in red. 

 

Figure 2. Screen-shot of the user interface of crowd simulation framework for visualizing the 

predictions 

User Manual: 

To test the prediction algorithm on a pre-recorded crowd experiment, the user needs to follow these 

instructions:  

1. First switch to the ‘prediction’ tab in the top menu. 

2. Click open button ( ) in the top menu. A window will be opened and you can select an 

experiment file. 

3. Click ‘load’ button ( ) to load the trajectory data. 

4. Click ‘Add Sim Predictor’. The following dialog (Fig. 3) window will appear: 

 

Figure 3. User interface dialog for adding new simulation schemes 
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1. Choose simulation model, the metric (cost function), the calibrator (optimization method) and the 

agents goal, and then press OK. 

2. Click ‘Run’ button ( ) to run the optimization on the experiment. For each frame the 

optimization will be performed and the prediction errors will be printed to the output. An example 

is shown in Fig. 4. 

 

Figure 4. An example of printing the outputs of optimization process to the system output 

 

In Fig. 4, for each timestep the minimum cost, together with the number of iterations, and execution time are 

printed. 

3. You can also click ‘play’ or jump-right/jump-left icons ( ) on the bottom toolbar to 

run the prediction frame by frame and visualize the outputs.  

By clicking ‘Add base predictor’ a small dialog window (Fig. 5) will appear that you can choose a baseline 

among: “const-velocity”, “const-acceleration” and “Kalman filter”: 

 

Figure 5. User interface dialog for adding new baseline predictor (for comparison) 

Online plot 

During the optimization process, a window appears (Fig. 6) and several variables, such as “simulation error” 

(optimization) and “execution time” are plotted, also other variables can be added to the plots: 

 

Figure 6. Online plots during optimization process 

 



 

EU H2020 Research & Innovation – CROWDBOT Project ICT-25-2016-2017 

D4.2 Crowd Simulator – Intermediate Version                   

 

 

Page 12 of 43 

 

 
PUBLIC  RELEASE 

Installation requirement 

The software has dependency on qt framework and also on libshark, libblas and liblapack (3rd party 

optimization libraries). The software is cross-platform. To meet the dependencies, in an Ubuntu machine, you 

can run the following commands: 

$ sudo apt-get install build-essential qtcreator qt5-default 

$ sudo apt-get install libshark-dev libblas-dev liblapack-dev freeglut3-dev 

 

The code software can be compiled with the following command: 

$ qmake crowd_sim/CrowdSim.pro -spec linux-g++ CONFIG+=release 

CONFIG+=qml_debug && /usr/bin/make qmake_all 

$ make -j8  

2.2.7. Social Ways: Trajectory Prediction with Generative Adversarial Networks 

The main drawback of the former approach is about the hard-coded rules that they use for modelling the 

pedestrian behaviors. In fact the “interactions” are modeled for specific settings rather than inferring them in 

a data-driven fashion. This results in favoring models that capture simple interactions (e.g. 

repulsion/attractions) and might fail to generalize for more complex crowded settings. Moreover they focus 

on modeling interactions among people in close proximity to each other (to avoid immediate collisions). 

However, they do not anticipate interactions that could occur in the more distant future. 

If we look at the new trends in this field, we will see a growing tendency in the research of data driven method. 

The main advantage of this method is that it allows the natural human-human interaction to be captured and 

learned automatically by using real world pedestrian data. Machine learning techniques and in particular 

recursive neural networks (RNNs) such as Long Short-Term Memory (LSTM) networks are a suitable choice 

to learn pairwise human-agent interactions.  

Furthermore, we know that prediction problem does not have a unique solution. There are multiple plausible 

future trajectories at any given instant due to latent goals of agents and multiple paths to each goal, hence, the 

models that can generate multiple ‘plausible’ predictions will be more interesting. This is most commonly 

done by sampling generative models such as Generative Adversarial Networks (GANs).  

A GAN is a class of machine learning systems comprised of two separate neural networks: a Generator and a 

Discriminator. The two networks compete with each other in a game. Given a training set, this technique learns 

to generate new data with the same statistics as the training set. If the model is conditioned on a given variable, 

such as an observed trajectory, the model will be called “conditional GAN” (see Fig. 7).  

Here are the steps a GAN takes: 

 The generator takes in a vector of random numbers (noise) and the observation and returns a trajectory 

(fake prediction). 

 This prediction is fed into the discriminator alongside the real prediction taken from the database. 

 The discriminator takes in the observation and both real and fake predictions and returns probabilities, 

a number between 0 and 1, with 1 representing a prediction of authenticity and 0 representing fake. 
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Figure 7. Architecture of a conditional Generative Adversarial Network 

Accordingly we propose a GAN solution for proposing plausible future trajectories of pedestrians in the 

horizon of a few seconds, given a set of observations of their own past trajectories and of those of the 

pedestrians sharing the same space, as illustrated in Fig. 8. It naturally encompasses the uncertainty and the 

potential multi-modality of the pedestrian steering decision, which is of critical importance when using this 

predictive distribution as a belief in higher level decision-making processes. 

 

Figure 8. Illustration of multi-modal trajectory prediction problem 

In Fig. 8, having the observed trajectories of a pedestrian of interest (here the person with the yellow shirt), 

and the ones of the surrounding pedestrians, the system should be able to build a predictive distribution of 

possible trajectories (here with two modes in dashed yellow lines). 

 

System Overview 

The system generates independent random trajectory samples that mimic the distribution of trajectories among 

our training data, conditioned on observed initial tracklets of duration τ for all the agents in the scene. The 

block diagram of the model is depicted below. The system contains two main blocks: The trajectory generator 

and the discriminator.  

 

Figure 9. Block Diagram of “Social Ways” prediction system 
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In Fig. 9, the yellow ellipses represent loss calculations. The dashed arrows show the backpropagation 

directions. The bold arrows carry ground truth data. 

 

Trajectory Generator 

The trajectory generator is designed to receive four inputs: 

1. The observed trajectory of POI: xi (.i denotes the pedestrian of interest or POI) 

2. The observed trajectory of the surrounding pedestrians: 𝑋¬𝑖 (.¬𝑖denotes all pedestrians except i) 

3. the latent codes (c) : this signal will ideally control some properties of the generated samples, and by 

changing it we can obtain different prediction samples (it will be explained in the training section) 

4. and the noise signal (z) : this signal will give some other degrees of freedom to the system to generate 

various samples 

and is also composed of four sub-networks: 

1. Encoder (LSTM-E’s): for encoding the observed trajectories, regardless of their interdependencies, 

2. Social Features: for computing the reciprocal features between each pair of the pedestrians (i, j), 

3. Attention Pooling: to find the impact of each surrounding neighbors on each agent, using the social 

features,  

4. Decoder (LSTM-D): the block that generates the prediction sequence. 

The Generator network uses one LSTM layer (denoted as LSTM-E) to learn the temporal features along 

trajectories. The LSTM-E cell encodes the history of the agent ith xi
-τ:0 through the recursive application of: 

 

with t ∈ [-τ, 0] , µ a linear embedding of the agent state and λe cell of LSTM-E. hi
t-1 is the hidden state vector 

in LSTM-E at time t. It is depicted on the left part of Fig. 9. 

For the decoding process and the generation of samples, we apply a similar process through another LSTM 

layer (denoted as LSTM-D) with hidden state ki
t: 

 

with t ∈ [1, T] and λd the decoding LSTM-D layer. The input vector is: 

 

It stacks information from: 

1. the encoded trajectory of agent i up to t, hi
t 

2. the impact of future trajectories of the neighboring agents j, ∑𝑗≠𝑖 𝑎𝑖𝑗ℎ𝑗
𝑡. The construction of this 

term is described hereafter. 

3. the latent code vector c, and 

4. the noise vector z. 

 

Attention Pooling 

The influence of the other agents on agent i is evaluated by encoding the vector 𝑋¬𝑖
1:𝑇 through LSTM-E, and 

by applying an attention weighting process that produces weights ai=[ai1, ..., aij, ..., aiN]T for agent i. They are 
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defined for j ≠ i, based on predefined geometric features. A social feature vector between agent i and j δij ∈ ℝ3 

is computed by stacking the following variables: 

1. the Euclidean distance between agents i and j: 

 

2. the bearing angle of agent j from agent i (i.e. the angle between the velocity vector of agent i and the 

vector joining agents i and j),  

 

3. the distance of closest approach (i.e. the smallest distance two agents would reach in the future if both 

maintain their current velocity). 

 

An interaction feature vector between agents i and j is defined as an embedding in ℝdσ of the social features 

δij, through a FC (fully-connected) layer: 

fij =φ(δij;Wφ). 

Finally, the attention weights are obtained with the following scalar products and softmax operations between 

the hidden history vectors hk and the interaction feature vectors fik: 

 

where dσ is the common number of rows of the embedded features f and of the linear mapping Wσ applied on 

the hidden features. 

 

Discriminator 

On the other side there is Discriminator which is situated on the right part of Fig. 9.  It takes as input either: 

 a composite candidate trajectories for agent i,[xi-τ:0, x̂
i,k

1:T], or 

 a ground truth full trajectory, [xi
-τ:T] 

 

For each of them it decides whether the prediction is fake or real. It will obtain this ability through learning 

the network. At the same time the objective of Generator is defined to ‘fool’ the discriminator, by improving 

its predictions. 

The discriminator uses two different blocks of LSTM cells, one for encoding observed trajectory (LSTM-OE) 

and one for encoding predicted trajectory (LSTM-PE). These two signals will be concatenated and pass 

through a fully connected layer (FC). We then feed this signal to D to get the ‘validation’ signal. This would 

be a continuous value between 0 and 1, where ‘0’ stands for a ‘fake’ prediction and ‘1’ stands for a ‘real’ 

prediction. The role of signal c’ which is generated by Q is to help the system to learn the latent codes. 
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Training 

The discriminator outputs a value D(x) indicating the chance that the prediction is real or not. Our objective is 

to maximize the chance to recognize ground truth prediction as real and generated predictions as fake. i.e. the 

maximum likelihood of the observed data. To measure the loss, we use Binary-Cross-Entropy between the 

discriminator outputs and the expected labels: 

 

 

Where yis are the outputs of the discriminator for ground truth predictions and ŷi are the outputs for generated 

predictions. 

One of the problems that we have considered in our architecture is samples diversity. In the context of 

generative networks, when the generator generates a limited diversity of samples, or even the same sample, 

regardless of the input, we call it a mode collapse. 

We implemented and tested different ideas to overcome this problem, and finally we chose to apply the idea 

of InfoGAN. We will see in the results section, the positive impact on avoiding the mode collapsing problem 

with respect to other versions of GANs. Info-GAN learns disentangled representations of the sources of 

variation among the data, and does so by introducing a new coding variable c as an input (see Fig. 9). The 

training is performed by adding another term to maximize a lower bound of the mutual information between 

the distribution of c and the distribution of the generated outputs:  

 

 

This requires training another sub-network Q(c|x1:T)(with parameters θQ) which serves as a surrogate to 

evaluate the likelihood p(c|x1:T)over the generated data x1:T. The final training objective function is written 

as: 

 

 

2.2.8. Implementation 

First, note that all the internal FC layers of both the Generator and the Discriminator are associated to 

LeakyReLU activation functions, with slope 0.1. 

 

Generator: 

It comprises a first FC linear embedding μ of size 4 × 128, over positions and velocities. The Encoder block 

in Generator contains one layer of 128 LSTM units (LSTM-E). Using 2 continuous latent code, noise vector 

with length of 62, and pooling vectors of size 64, which totally gives a 256-d vector, the Decoder LSTM 

(LSTM-D’s) then uses 128 LSTM units in one layer and 3 FC layers with size of 64, 32, 2 to decode the 

predictions. Weights are shared among LSTM layers with the same function. 
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Discriminator: 

It uses two LSTM blocks (LSTM-OE and LSTM-PE) with hidden layers of size 128 to process both the 

observed trajectories (size 4 × τ + 4) and the predicted/“future” trajectories (size 4 × T ); these outputs are 

processed in parallel with two 64 × 64 FC layers. Then they are concatenated in fed to two separate FC blocks: 

soft-classifier (D) [64 × 1] and latent-code reconstructor [64 × 2] (Q). Finally, τ and T are set to 7 and 12 

respectively.  

 

Training:  

We train the GAN network with the following hyper-parameters setting: mini-batch size 64, learning rate 0.001 

for Generator and 0.0001 for Discriminator, momentum 0.9. The GAN is trained for 20000 epochs. The system 

should be trained for using in a new environment, owing to the fact that it learns the statistical information 

from the observed trajectories. According to our tests, the training data should include few minutes of recording 

( > 3 minutes) and the trajectories should ideally cover different plausible paths in the environment. 

 

The code 

The network is implemented in Python and using PyTorch library (a scientific computing package for 

development of deep neural networks). The code is published and is available to the public: 

https://github.com/amiryanj/socialways 

 

Setup 

As any other python code, this code can be run on any platform with python version >= 3.5. The required 

packages can be installed using pip package-management system: 

 

$ pip install torch torchvision numpy matplotlib tqdm nose 

 

For running the visualization scripts the following packages should also be installed: 

$ pip install seaborn python-opencv   

  

Train 

In order to train the model, the dataset should be given as a csv file containing all the annotated trajectories. 

The address to this file should be added to the training script (train.py) 

The training hype-parameters shown in table 2can be modified by the user: 

# ====== training hyper-parameters ====== 

# Unrolled GAN 

n_unrolling_steps =     0  

# Info GAN 

use_info_loss    = True 

Loss_info_w = 0.5 

https://github.com/amiryanj/socialways
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N_latent_codes = 2 

# L2 GAN 

Use_l2_loss = False 

Loss_l2_w = 0.5 # WARNING for both l2 and variety 

# Learning Rate 

Lr_g =    1E-3 

Lr_d = 1E-4 

 

To start the training you need to call this command: 

$ python3 train.py 

 

Run 

A function called ‘predict’ is defined to get an observation set (of N pedestrians) and the noise input and then 

returns the predictions. The function arguments are: 

1. Obsv_p, 

2. Noise, 

3. N_next 

The first argument is a N × Tobsv × 2 tensor that contains the observed trajectories for all N person for the last 

Tobsv seconds. The noise is a M-D vector drawn from standard uniform distribution [0, 1]. 

2.3. Testing Results 

For evaluation of the proposed systems we tested both of them on real and artificial datasets. In this section 

we will first describe the datasets, then we will clarify the evaluation metrics and then we show the results.  

2.3.1. Datasets 

1. ETH BIWI Walking Pedestrians dataset: This is a pedestrian trajectory dataset, containing two 

different footages (ETH Univ and ETH Hotel), recorded from birds-eye view and annotated manually 

with frame-rate of 2.5 fps . The dataset is composed of 650 tracks over 25 minutes. A sample image 

can be seen in Fig. 10. In terms of crowd density theses datasets are categorized as low-density. 

 

      

Figure 10. Sample frames from ETH dataset. ETH-Univ (left) Hotel (right) 
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2. Crowds-by-Example Pedestrian dataset (UCY): This is another pedestrian trajectory dataset 

containing 3 footages (Zara01, Zara02 and university students) totally around 16 minutes. The videos 

are are labeled manually with a rate of 2.5 fps (see Fig. 11). 

 

      

Figure 11. Sample frames from UCY dataset. Zara (left) University Students (right) 

 

3. Stanford Drone Dataset (SDD): The Stanford Aerial Pedestrian Dataset consists of annotated videos 

of pedestrians, bikers, skateboarders, cars, buses, and golf carts navigating eight unique scenes on the 

Stanford University campus. There are 8 different scenes in this dataset, however we just test on 2 of 

them for evaluation multi-modal prediction of Social-Ways (see Fig. 12). 

 

Figure 12. Sample frame from Stanford Drone Dataset (SDD). “Gates” scene 

 

4. Seyfried Experiments: We also performed some test on a crowd evacuation experiment, under 

laboratory conditions, managed by Armin Seyfreid. This density of the crowd is high and it contains 

one footage of 1 minute with 118 participants (see Fig. 13). 

 

 

 

Figure 13. Sample frame from crowd evacuation experiments, conducted by Armin Seyfried 
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5. Toy dataset: As commented before, the GAN-based predictor and its training process are designed to 

preserve the modes of the predictive trajectory distribution and avoid mode collapse problem. 

However, in the above datasets, there are very few examples of clearly multi-modal predictive 

trajectory distributions. Hence, we have created a toy example dataset to study the mode collapsing 

problem with stochastic predictors. This toy example is depicted in Fig. 14.  

Given an observed sub-trajectory (blue lines), the Generator should predict the rest of the trajectory (red lines). 

Each of the 6 groups represents one separate condition to the system (xi
-τ:0), and each of the 3 sub-groups 

represents a different mode in the conditional distribution p(xi
1:T|x

i
-τ:0 ).  

  

Figure 14. Toy trajectory dataset 

In Fig. 14, there are 6 groups of trajectories, all starting from one specific point located along a circle (blue 

dots). When approaching the circle center, they split into 3 subgroups. Their endpoints are the green dots. 

2.3.2. Evaluation Metrics 

2.3.2.1. Prediction error 

For evaluation of the accuracy of predictions we use the following two metrics: 

1. Average Displacement Error (ADE): Average L2 distance between ground truth and prediction over 

all predicted time steps. 

ADE = 1/T ∑t=1 to T||xt
i - x̂t

i|| 

where x is ground truth and x is predicted location at time t for ped(i) 

 

2. Final Displacement Error (FDE): The distance between the predicted final destination and the true 

final destination at the end of the prediction period. 

FDE = ||xTi -xti|| 

2.3.2.2. Multi-modal prediction performance 

For a more quantitative evaluation of generative models, we used the following two metrics to assess the set 

of fake trajectories versus the set of real samples. Given two sets of samples Sr = {xi
r} and Sg={xj

g} with 

N≜|Sr|=|Sg| and xi
r ~ Pr (real samples) and xj

g ~ Pg (generated samples): 

1. A 1-Nearest Neighbor classifier (1NN), used in two-sample tests to assess whether two distributions 

are identical. We compute the leave-one-out accuracy of a 1-NN classifier trained on Sr and Sg with 

positive labels for Sr and negative labels for Sg. The classification accuracy for data from an ideal GAN 

should be close to 50% when N (the size of the samples) is large enough. Values close to 100% mean 
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that the generated samples are not close to real samples enough. Values close to 0% mean that the 

generated samples are exact copies of real samples, and that there is a lack of innovation in such system. 

2. The Earth Mover’s Distance (EMD) between the two distributions. It is computed as bellow: 

 

where d() is called the ground distance. In our case we use the ADE between the future parts of the 

two trajectories. 

2.3.3. Experimental Results 

2.3.3.1. Crowd Simulation Algorithms 

We compared different simulation algorithms (Helbing, PowerLaw, RVO2), different optimization methods, 

and also we repeated the experiments with different goal types (the instant velocity mode and the ground truth 

destinations). 

In all of the experiments, we observed higher accuracy (ADE) for RVO2 model, and better results with Genetic 

Algorithm as optimizer. The normalized prediction errors (ADEs) for ETH and Seyfried dataset are shown in 

the Fig. 15. In this experiment the prediction window width is one second. 

 

Figure 15. Comparison of Prediction error (ADE): RVO2 vs two baselines (Const-Velocity and 

Kalman Filter) 

As we can see in the above picture, we did not get many advantages using crowd simulation, and when using 

the instant-velocity vector as goal of the agents, we don't achieve any results better than the baselines. We 

attribute this behavior in that, the agents’ parameters are not independent variables, and the users share a 

common space, usually follow the same rules, in other words there are strong correlations between 

distributions of the parameters for different agents. Moreover in this setup, the estimation of the agents' goal 

is rough, and there are lots of room to be improved. 

2.3.3.2. Performance of Social Ways 

In the Fig. 16, we give qualitative examples of the outputs and intermediate elements in our approach. We 

generated 128 samples with our method and the predictive distribution are shown with magenta points. In most 

of the scenarios (including non-linear actions, collision avoidance and group behaviors), the distribution has a 

good coverage of the ground truth trajectories and also generates what seems to be plausible alternative 

trajectories. 
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Figure 16. Illustration of our sample outputs (in magenta color) for ETH dataset - Univ (top) and UCY 

dataset Zara (bottom) 

In Fig. 16, the observed trajectories are shown in blue and ground truth prediction and constant-velocity 

predictions are shown in cyan and orange lines, respectively. 

Here are the numerical results of running Social ways on dataset 1 and 2: 

Dataset Linear Model (baseline) Social Ways 

ADE FDE ADE FDE 

ETH 0.59  1.22 0.39   0.64 

Hotel 0.36  0.64 0.39 0.66 

Univ 0.82 1.68 0.55 1.31 

Zara01 0.44 0.98 0.44 0.64 

Zara02 0.43 0.95 0.51 0.92 

Table 1. Comparison of prediction error of Social Ways vs linear model baselines. The ADE and FDE  

 

2.3.4. Quality of the Predictive Distributions 

As commented earlier, our architecture and its training process are designed to preserve the modes of the 

predictive trajectory distribution. However, in all the datasets that we have tested, there are very few examples 

of clearly multi-modal predictive trajectory distributions. 

Hence, we have created a toy example dataset to study the mode collapsing problem with stochastic predictors. 

This toy example is depicted in Fig. 14: Given an observed sub-trajectory (blue lines), the Generator should 

predict the rest of the trajectory (red lines). Each of the 6 groups represents one separate condition to the system, 

and each of the 3 sub-groups represents a different mode in the conditional distribution. Note that the 

interactions between agents are not considered here. In order to compare our approach with other GAN-based 
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techniques, we implemented several baselines. In all of them, the prediction architecture is the one we proposed 

without the attention-pooling; the GAN subsystem changes: 

 Vanilla-GAN: This is simplest baseline, where the Generator is just trained with the adversarial loss. 

 L2-GAN In addition to adversarial loss, a L2 loss is added to the Generator optimizer. 

 S-GAN-V20: The Variety loss proposed in Social-GAN method [Social-GAN] 7  is added to the 

adversarial loss. This L2-loss only penalizes the closest prediction to ground truth among V = 20 

predictions and gives more freedom to choose prediction samples. 

 Unrolled10: Vanilla-GAN with the unrolling mechanism proposed in [Unrolled-GAN] 8. The number 

of unrolling steps is 10. 

The results for different baselines are shown in Fig. 17. 

 

Figure 17. Results of learning baselines on Toy Example, for different numbers of iterations 

We computed both 1-NN and EMD metrics on our toy dataset with |Sr| = |Sg| = 20, We added evaluations for 

a few combinations of the aforementioned baselines (e.g., Info-GAN+unrolling steps or Unrolled+L2). The 

lower 1-NN accuracy of our approach using Info-GAN shows its higher performance for matching the target 

distribution, compared to Vanilla-GAN and other baselines. It is worth noting that the fluctuations in the 

accuracies are related to the small size of the set of samples. 

As it can be seen, Unrolled10 and Info+Unrolled5 have also better performances, while it is obvious that by 

adding L2 loss, the results are getting worse. The results of the EMD test also proves that both Info-GAN and 

Unrolled10 offer more stable predictors with lower distances between the fake and real samples. There is no 

evidence that the Variety loss offers better results than a Vanilla-GAN. 

                                                      

7  Gupta, A., Johnson, J., Fei-Fei, L., Savarese, S., & Alahi, A. (2018). Social gan: Socially acceptable 

trajectories with generative adversarial networks. In Proceedings of the IEEE Conference on Computer Vision 

and Pattern Recognition (pp. 2255-2264). 

8 Metz, L., et al. "Unrolled generative adversarial networks (2016)." arXiv preprint arXiv:1611.02163. 
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Figure 18. Statistics for different GAN implementations over training iteration.  

In Fig. 18, upper row: 1-NN accuracy metric (closer to %50 is better). Lower row: Earth Mover’s Distance 

between generated and ground truth samples (the lower, the better). 

Moreover, on real trajectories, we have tested our algorithm on the SDD dataset. In fact, we have used subsets 

of trajectories from two scenes (Hyang-6 and Gates-2). As you can see in Fig. 19, with our system (left column), 

separate modes of the predictions appear clearly where the intuition would set them, while the Vanilla-GAN 

(right column) could not produce various paths. 

 

Figure 19. Multi-modal trajectory predictive distributions on the SDD dataset: Social-Ways vs. 

Vanila-GAN 

 

Conclusion: 

There are a couple of limitations with the above proposed solutions. The dataset that we have tested have been 

perfect in terms of: tracking noise, switching IDs, missing tracks (due to occlusion or etc), etc. This problem 

should be addressed by: 

1. Adding noise and degrading the current datasets and compare the results, 

2. Testing on videos that are captured from the perspective of a robot’s camera 

We plan to address these limitations and to update the algorithms accordingly, in the next steps. 

  



 

EU H2020 Research & Innovation – CROWDBOT Project ICT-25-2016-2017 

D4.2 Crowd Simulator – Intermediate Version                   

 

 

Page 25 of 43 

 

 
PUBLIC  RELEASE 

3. Crowd Simulation Test platform 

This section describes the CrowdBot simulator, and provides details for each of the technical components that 

make up the simulation platform. The simplified architecture of the platform is represented by Fig. 20. As 

shown, the general objective of the platform is to create this virtual space where virtual robots (left box) and 

crowd of virtual humans (right box) can interact so as to evaluate robot navigation capabilities. One originality 

of the CrowdBot simulator is also to consider the possibility to immerse real humans (bottom box) as well as 

real robots (upper box) into this virtual space. The diagram also displays the nature of data transiting between 

each component. The components of the simulation platform are grouped according to their role in the 

architecture. The main purpose of this section is to familiarize the reader with the solutions chosen to achieve 

the objectives defined by the project. Therefore, this section first breaks down the objectives for each of the 

architecture's components, and then provides a technical description of the proposed solutions. 

 

 

Figure 20. CrowdBot Simulator Diagram 
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3.1. Problem statement / objectives  

The main objective of the CrowdBot simulator is to provide a test environment for robots intended to navigate 

densely populated public environments. Test environments can be used at the earliest stage of the development 

of new robot navigation techniques with several objectives in mind: evaluate the efficiency of navigation 

techniques, their capabilities to deal with complex environment, study robot behaviours in specific situations, 

etc. In the frame of CrowdBot, one main objective is to evaluate the level of safety of robot navigation 

techniques among many people, with possibly high levels of densities.  

One goal is to limit the need for real experiments, involving real human participants, because of all the raised 

ethical and safety issues. In addition to this, the second goal of the CrowdBot simulator is to offer a better 

coverage of all the possible scenarios in which robots can interact with humans, that would be difficult and 

expensive to get based on experiments with participants. Finally, another goal of the CrowdBot simulator is to 

provide detailed and deep analysis of some factors, with possibilities to endlessly replay, reproduce or slightly 

adjust some parameters of studied situations.  

Whilst simulation environment are more and more used in the task of designing robots techniques, especially 

with the emergence of machine learning approaches that are data -intensive, we are not aware of a simulator 

that can generate realistic populated environments for robot tests, training and evaluation. In the CrowdBot 

project, we want to fill this gap.  

The CrowdBot simulation toolbox proposes a wide variety of components and features: 

 The implementation of robots models used in the frame of the Crowdbot project. We also provide the 

easy integration of new models.     

 A variety of crowd simulation algorithms, that are used to populate and simulate human activity in 3D 

environments. By combining different models, we can offer a wide range of scenarios, using each 

algorithm in its range of scenarios where it is most realistic.  

 A physics engine allowing in particular to analyze the physical contacts between the crowd and the 

robots 

 An easy-to-use interface and the ability to create scenarios quickly. 

 The ability to integrate real robots, or real people, into a virtual scenario by using Virtual Reality to 

immerse them in the simulation space. 

The following sections detail each of these features. 

3.2. Main dependencies 

We wanted our simulator to be usable by as many people as possible. This results in a multiplatform 

compatibility constraint. Our toolbox can be installed on 3 different platforms: Windows, Ubuntu and macOS. 

 

 

 

 

We develop the tools in parallel on Ubuntu 16.04 and Windows 10. For some of the tools, compatibility with 

macOSX is done via virtual machine, i.e. via a program that simulates an Ubuntu or Windows 10 machine in 

OSX. 
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The toolbox is based on the Unity game engine (v2019.2) which provides an 

interesting graphical interface to create, modify, or manipulate 3D objects easily. 

It integrates a powerful physics engine. Unity benefits from a large community 

of users who develop tools for crowd manipulation, humanoid character 

animation and virtual reality, which are crucial elements for our project. 

 

Today, the ROS framework is very popular within the robotics 

community. It allows communication between different processes to be 

carried out and the state of the robot to be analysed using a wide range 

of tools. ROS provides many basic elements, such as location or 

navigation algorithms. Today, more and more roboticians are choosing 

to rely on ROS for their projects. 

For this project we chose to use RosSharp (https://github.com/siemens/ros-sharp), which is an open-source 

library for communicating with ROS from .NET applications, in particular Unity, we realize the link between 

the world of the crowd, which uses Unity, and that of robotics, which uses ROS. We use ROS-kinetic for the 

project. 

3.3. Robot Models 

We use a generic mobile robot in the statement of the general problem of CrowdBot. Indeed, the project does 

not focus on a particular robot. 

CrowdBot addresses 3 different robots (models shown in next section): 

 Pepper, an humanoid robot designed by SoftBank Robotics and adapted for social interactions. 

 A smart power wheelchair, designed to help disabled people to move around effectively 

 Cuybot, a new wheeled mobile robot, designed as a generic platform to effectively implement new 

mobile robotics solutions in various environments: industry, public places, etc. 

To model these different platforms in Unity, we chose to use URDF files, the current standard defined by ROS 

(wiki). The Unified Robot Description Format (URDF) is an XML specification to describe a robot. The 

description of a robot consists of a set of link elements, and a set of joint elements connecting the links together, 

as illustrated in Fig. 21. 

 

Figure 21. Illustration of a kinematic robot description, as performed in ROS 

https://github.com/siemens/ros-sharp
http://wiki.ros.org/urdf
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The specification covers: 

 Visual representation of the robot, 

 Collision model of the robot, 

 Kinematic and dynamic description of the robot. 

The main limitation is that only tree structures can be represented, ruling out all parallel robots, which are out 

of the scope of CrowdBot. Also, the specification assumes the robot consists of rigid links connected by joints, 

thus flexible elements are not supported. 

The CrowdBot simulation toolbox should allow to conveniently develop robot programs, with the final version 

tested on an actual robot in its environment. Therefore the specifications of the robots used in the simulation 

must be accurate. This requires a good knowledge of the simulated robot. 

3.3.1. Visual representation 

The 3d representation of the robots are defined in files that are called mesh. The file must be divided into 

several parts, corresponding to the links of the robot. Fig. 22 shows the 3D models we currently use for the 

smart wheelchair (UCL), Pepper, and Cuybot. To design such meshes, we have to use computer aided design 

(CAD) softwares such as Solidworks (for Cuybot) or Fusion360 (for the wheelchair). 

 

Figure 22. Illustration of the 3 robots integrated in the CrowdBot Simulator 

The simulator also provide meshes for additional robots including TurtleBot2 (an open source robot designed 

by ROS), and Qolo (an assistive device for upright locomotion and sit-to-stand transfer). Also, other versions 

of the wheelchair are available, as displayed in Fig. 23. 
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Figure 23. Illustration of additional robot meshes already available in the CrowdBot simulator 

3.3.2. Collision models 

In order to simulate physical interactions (contacts, impacts...) between robots and the environment, we use a 

physics engine (more details in section 3.4). In particular, we use a mathematical representation of the object, 

called collider: The collider can use either the same mesh that is used for visualization, or some simple mesh 

which is composed of basic shapes (cube, sphere, cylinder, capsule, plane…). In the latter case the simulation 

runs much faster even though the accuracy will be declined. 

For our models, we divided the visual meshes into elementary part and used the mesh of those parts to define 

the colliders. When it is possible, we use a basic shape instead of the mesh. For instance, the collision model 

of the virtual wheelchair, shown in green in the Fig. 24, is composed of several colliders defined by meshes 

(for instance the mesh of the armrest, the mesh of the seat). The wheels colliders use a basic cylinder shape. 

All those meshes constitute the collision model of the wheelchair. For Pepper, we used the meshes of each link 

of the robot, and used spheres for the wheels. 

 

Figure 24. Illustration of the collision meshes for the wheelchair and Pepper robots 
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3.3.3. Kinematic and dynamic description 

3.3.3.1. Links 

For each link, we define the mechanical properties. This is present in the simulator through the usage of a rigid 

body associated with the link. We here define the mass, drag and angular drag, inertial properties, whether the 

behaviour is kinematic or dynamic, and others options related to the physics engine (see Fig. 25). 

 

Figure 25. Definition of the physical properties of robot parts 

3.3.3.2. Joints 

The joint connects 2 links together. Without them, the model would just fall apart. 

We can define different types of joints between 2 links: 

 Revolute - a hinge joint that rotates along the axis and has a limited range specified by the upper and 

lower limits. 

 Continuous - a continuous hinge joint that rotates around the axis and has no upper and lower limits. 

 Prismatic - a sliding joint that slides along the axis, and has a limited range specified by the upper and 

lower limits. 

 Fixed - This is not really a joint because it cannot move. All degrees of freedom are locked. This type 

of joint does not require the axis, calibration, dynamics, limits or safety_controller. 

 Floating - This joint allows motion for all 6 degrees of freedom. 

 Planar - This joint allows motion in a plane perpendicular to the axis. 

Each type of joints is configurable in its own way (more details in the wiki 

https://gitlab.inria.fr/CrowdBot/CrowdBotUnity/wikis/home). For example, for the hinge joint, shown in the 

following Fig. 26, we must define the connected link and their masses, the axis of rotation, the angular limits, 

and the use of a spring or a motor in the joint. 

https://gitlab.inria.fr/CrowdBot/CrowdBotUnity/wikis/home
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Figure 26. Joint configuration interface 

Fig. 27 shows the configuration of the hinge joint with its limits on the left shoulder of the virtual Pepper.  

 

Figure 27. Joint limitation for the shoulder joint of Pepper 
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3.4. Human models 

The CrowdBot simulation toolbox is the first robotics simulator that propose a high level of realism of a crowd. 

The human of this simulator uses the same two components as a robot: a visual representation and a collider. 

We use animations in order to have a realistic movements. 

3.4.1. Visuals representation 

The simulator provides a set of human models: the open source “Plastic man” model, on the left of Fig. 28 and 

the proprietary set of models “RocketBox” on the right. 

 

Figure 28. Characters being in the CrowdBot simulator 

The plastic man is one simple humanoïd shape, like a dummy. The plastic man is a standalone mesh with only 

one resolution. 

 

Figure 29. The 3 levels of detail available for a female RocketBox character 

The RocketBox, provide more diversity: it is a set of 40 realistic characters (20 male and 20 female). For each 

character, we have different levels of resolution (i.e more or less complex mesh). Also, we have textures to 

apply on the mesh, which gives a realistic human visual representation. We also have variation on the texture 

(hair, skin, clothes). Fig. 29 on the side shows for a character, from left to right, a high resolution mesh, a low 

resolution mesh with clothes variation, and a high resolution mesh with clothes variation. 
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3.4.2. Animations 

The models are rigged, which means that they have a skeleton which can be animated. The mesh is deformed 

according to this skeleton (Fig. 30). The animations allow us to have a realistic motion of people in the crowd. 

We have a variety of animations: various walking animations, standing, speaking, making a call, holding a 

bottle… The animations are either proprietary (RocketBox), or home-made with tracking systems. 

 

Figure 30. Illustration of animated characters 

3.4.3. Collision models 

Similarly to the robots, we use colliders to have physical interactions with the robots. Here the collider is the 

same mesh as the one used by the visual representation. Contrary to virtual robots, virtual human are 

deformable. Thus, the mesh of the collider must coincide with the visual one when the human is animated. 

This require a lot of computation, and constitute one of the main bottlenecks of the simulator. 

3.5. Running simulations 

This part gives an overview of the way we set up and run a simulation at this point. The gitlab repository 

https://gitlab.inria.fr/CrowdBot/CrowdBotUnity/wikis/home provide more details, such as system setup, 

tutorials and examples. 

3.5.1. Simulation manager               

The simulation manager is the core of the simulator. It is based on a tool called CrowdMP, illustrated in Fig. 

31, developed at Inria Rennes. CrowdMP, an experimentation platform, is developed in Unity and his main 

purpose is to ease the implementation of user experiments that require any kind of crowds. It provides a base 

to immerse participants in homemade environments populated with custom virtual crowds. It also provides 

many tools/plugins to customize as much as possible the experiment so it can be used for a wide variety of 

experiments that use virtual crowds. To this end, it offers many different features that can be useful when 

running experiments such as user controls, trial management, data recording, instructions presentation, etc. 

Finally, it has been developed to ease the addition of new features in order to be adaptable to a wide range of 

experiments. 

https://gitlab.inria.fr/CrowdBot/CrowdBotUnity/wikis/home
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Figure 31. Illustration of CrowdMP, a Unity-based Inria crowd simulation platform for crowd 

experiments 

The CrowdBot simulator enhances CrowdMP with robotics tools. 

The content of CrowdMP is separated in two blocks. A first block is the base assets. The base assets contains 

the core of the platform that is shared amongst all users and should not be modified. The second block contains 

every plugins added by current or previous users to satisfy their specific needs and customize their experiment 

(for instance 3D models, textures, devices…). Fig. 32 shows this separation at the code level: 

 

Figure 32. CrowdMP architecture 
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In the CrowdBot simulator, several objects are required in order to create crowd scenarios: 

 A MainManager, 

 Agent model(s) : 

 Controllers and behaviors, 

 Animations. 

 Robot model(s), 

 Stage(s) with: 

 A TrialManager. 

A trial is an xml file defining the configuration of a simulation. It contains a list of all the elements present in 

the scenario (robots, agents, environnement, camera…) and their configuration (control law, visual variations, 

initial conditions...). 

The MainManager loads the trials in the right order with transition/ending screens. Agent models and robot 

models are the objects defined in the previous section. A stage is the object containing all elements of the 

simulated environment, such as walls, floor, lights, obstacles, table, trees...  The TrialManager, associated to a 

stage, is the interface for manager controlling the proceeding of a Trial. It instantiates the elements listed in 

the loaded trial. 

In order to create xml files easily, the simulator propose a spawner feature. In the spawner element, we define 

the configuration of the crowd (number of agents, control laws, their parameters, models). In the following 

Fig. 33, the green plane is the spawn zone, on which the agents will be randomly spawned. The red plane is 

the goal zone, on which we choose a random point as a goal to be given to an agent, if the control law requires 

it. We can then modify each agent individually if necessary. Finally, when the configuration is ready, the 

spawner allows you to generate the trial file, which will be loaded by the MainManager at run time. 

 

Figure 33. Illustration of a simulation scenario 

3.5.2. Crowd Simulators 

We implemented the following crowd simulation algorithms: 

 RVO29: This is the official library supplied by the University of North Carolina at Chapel Hill 

(http://gamma.cs.unc.edu/RVO2/downloads/). This is based on the ORCA 10  model (Optimal 

Reciprocal Collision Avoidance). 

                                                      

9 Reciprocal n-body collision avoidance Jur van den Berg, Stephen J. Guy, Ming Lin, and Dinesh Manocha 

Cédric Pradalier, Roland Siegwart, and Gerhard Hirzinger (eds.), Robotics Research: The 14th International 

Symposium ISRR, Springer Tracts in Advanced Robotics, vol. 70, Springer-Verlag, May 2011, pp. 3-19. 

10  Reciprocal velocity obstacles for real-time multi-agent navigation. VAN DENBERGJ., LINM., 

MANOCHAD. In Robotics and Automation, 2008. ICRA 2008. IEEE International Conference on(2008),IEEE, 

pp. 1928–1935. 2, 3, 4. 

https://slack-redir.net/link?url=http%3A%2F%2Fgamma.cs.unc.edu%2FRVO2%2Fdownloads%2F&v=3
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 VOG11: This is based on a cost function that prevent collision the same way as it is done in the RVO 

model but also has a cost to stay close or even in formation with potential group members. 

 VBM12: This is an adaptation of the vision based model from [4]. Instead of having to compute the 2d 

vision field for every agents, a 1d vision fields is computed much like a Lidar sensor would work. 

 Helbing13: This is an implementation of the Helbing model. 

 Tangent14: This is an implementation of the Tangent model. 

3.5.3. During run time 

Fig. 34 illustrates the priorities between scripts during runtime. The MainManager, using a custom time library, 

is in charge of sending the command to do the next step to the trial manager, which allows the agents (humans 

or robots) to make a step in the simulation. 

 

Figure 34. Scripts priority during simulation updates 

                                                      

11  Group Modeling: A Unified Velocity Based Approach. REN, Zhiguo, CHARALAMBOUS, Panayiotis, 

BRUNEAU, Julien, et al. In: Computer Graphics Forum. 2017. p. 45-56. 

12  Gradient‐ based steering for vision‐ based crowd simulation algorithms. DUTRA, Teófilo Bezerra, 

MARQUES, Ricardo, CAVALCANTE‐ NETO, Joaquim B., et al. In : Computer graphics forum. 2017. p. 337-

348. 

13 Social force model for pedestrian dynamics. D. Helbing and P. Molnar. Phys. Rev. E, 51(5):42824286, May 

1995. 8. 

14 Experiment-based modeling, simulation and validation of interactions between virtual walkers. PETTRÉ, 

Julien, ONDŘEJ, Jan, OLIVIER, Anne-Hélène, et al. In: Proceedings of the 2009 ACM 

SIGGRAPH/Eurographics Symposium on Computer Animation. ACM, 2009. p. 189-198. 
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3.5.4. Robot Simulation 

In order to manipulate our simulated robot, we used ROS# as an interface. ROS# is a set of open source 

software libraries and tools in C# for communicating with ROS from .NET applications, in particular Unity. 

We used this library as a starting point for our interface with ROS, and modified it so that is compatible with 

the workflow previously described. In particular, we modified the way ROS# updates its message, using an 

external clock message, instead of the Unity time. The simulation time is therefore controllable outside of 

Unity. We also added some ROS standard messages that were missing from the ROS# library. 

With the integration of ROS# in CrowdMP, it becomes straightforward to use ROS packages with the simulator, 

such as: 

 Rviz, a 3D visualizer tool that allows you to see how your robot is perceiving its world. Fig. 35 shows 

the simulator on the right, with a wheelchair using a 3D lidar on the front and a 2D Lidar on the back, 

placed between a virtual human and a cube. 

 Ros control, a set of packages that include controller interfaces, controller managers, transmissions 

and hardware_interfaces. 

 The ROS navigation stack, a 2D navigation stack that takes in information from odometry, sensor 

streams, and a goal pose and outputs safe velocity commands that are sent to a mobile base. 

 Darknet ROS, an open source neural network framework that runs on CPU and GPU. You only look 

once (YOLO) is a state-of-the-art, real-time object detection system. 

 Custom python or C++ code. For instance, it is possible to use Tensorflow, a popular deep learning 

framework, with synthetic data generated from a step by step simulation.  

 

Figure 35. Illustration of the Lidar simulation 

3.5.5. Robot perception 

Our virtual sensors have to give the same output as real ones. To achieve this, we need to have good knowledge 

of the robot sensors, by using the datasheet or testing the sensors in many situations. Our simulated sensors 

offer the possibility to tune the usual parameters according to the real sensor properties, such as maximum and 

minimum distance of detection, maximum incidence angle required for detection, field of view, update rate, 

bit-precision... 

In order to provide more realistic sensors simulation, we have the possibility to add various types of noise to 

any type of sensors. We implemented a gaussian noise generator, an offset generator and a peak generator, 

which are configurable and can be added to the output of any kind of sensors described below. 

Robot sensor data are generated thanks to the 3D elements (their colliders and visual representation) of the 

simulation: the scene, and the human avatars. 

We implemented simulated infrared (IR), ultrasound (US) proximity sensors, 2D laser (LIDAR) sensors, and 

depth camera (RGB-D), which are the sensors that Pepper uses. 

https://github.com/siemens/ros-sharp
http://www.ros.org/
https://unity3d.com/
http://wiki.ros.org/rviz
http://wiki.ros.org/ros_control
http://wiki.ros.org/navigation
http://wiki.ros.org/darknet_ros
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For the US, IR, and Lidar, the simulated sensors cast a predefined number of rays in a given detection zone. 

These rays are generated by the physics engine which returns a collision point when a ray hits a collider, i.e. a 

component which defines the shape of an obstacle for the purpose of physical collisions. The rays are cast 

evenly in the detection zone, according to the predefined number of rays. For a more realistic result, we propose 

to simulate the fact that such sensors fail to detect obstacles if the incidence angle is too high, by giving the 

possibility to specify a maximum incidence angle. If the ray hits an object in its path, and the hit angle is 

smaller than this value, then the object is detected and the distance between the sensor and the hitting point is 

recorded. 

US sensors have specific detection zone, which we propose to approximate by a teardrop function centered on 

the position and the angle of the sensor in the VW. The simulated US sensor returns the smallest observed 

value from the set of rays.  

We propose to approximate the detection zone of a IR sensor by a cone centered on the sensor reference in the 

simulated world. We can configure the maximum distance of detection, the angle of the cone and the level of 

sampling.  

We propose to simulate Lidar sensor by casting rays according to a partial sphere. The system supervisor is 

able to configure the angular resolution, the starting and ending angles, as well as the minimum and maximum 

range of the LIDAR.  

RGB cameras are simulated using simple images extracted from Unity. The depth component of the RGB-D 

camera is simulated using Unity shaders, which are usually in charge of rendering textures. We use them to 

generate a depth texture, that gives us a grayscale image where each pixel value corresponds to the depth value. 

Also, the simulated camera is highly configurable (e.g. field of view, resolution...). 

3.5.6. Physics engine 

The physics engine is the component that computes contacts and forces between the colliders of the scene. 

Unity uses PhysX, developed by Nvidia, one of the most popular physics engine. It is well integrated in Unity, 

and in ROS#. Recent updates of Unity (2019) supports the most recent version of PhysX (3.4.2). 

The main limitation is that the physics engine is partially integrated in Unity, which means that we are limited 

to rigidbody and convex meshes for the colliders. 

To solve this problem, we propose the integration (Beta) of the physics engine Bullet. This allows us to use 

soft bodies, multi body, concave meshes… However, this version is not user friendly and difficult to maintain, 

especially when we consider the limited benefit of it. 

3.6. Virtual reality (VR) 

Simulation offers the possibility of sampling and standardizing a very large number of configurations to study 

how interactions unroll without the need to have human participants. However, it raises the question of the 

level of realism of the simulation, and the transposition of its results to real cases. In particular, the modelling 

of human behaviour largely remains an open problem. 

Our idea is to try to reconcile the advantages of simulation tools (effective and safe) with those of empirical 

tests involving real robots and humans (realistic conditions). To do this, we use Virtual Reality (VR) to 

immerse robots and humans in the same virtual workspace in which they can interact with each other. In reality, 

they evolve in physically separated workspaces, as illustrated in the following figure, which removes any risk 

of the robot hurting the human. The idea of using VR in the study of human-robot interactions is not new, but 

to our knowledge, this is the first time it has been introduced in the study of mobile robot navigation techniques 

using real robots in interaction with humans. Our objective is to allow a robot and a human to exhibit 

interaction behaviours which are similar to reality, and to carry out the experiments necessary for the 

development of safer robot navigation techniques among humans. 
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An originality of our approach is to perform the immersion of both a real user and a real robot in a shared VR 

workspace, shown in the following Fig. 36, allowing to preserve most of the features of real robot and human 

motions, whilst their visual perception and sensing are generated by the simulation. 

 

Figure 36. Illustration of the Virtual Reality platform to study human-robot interactions 

We set a robot and a human in a simple situation of interaction, face-to-face, and give the instruction 

successively to the robot and the human to preserve a distance between them while the other is moving forward 

and backward. We compare how this simple task is performed in real and VR conditions. This way, we assess 

the perception of motion and distances in VR and compare it to the real case. 

3.6.1. Technical description 

Our technical objective, illustrated by Figure 37, is to create a shared virtual workspace (VW) where the avatar 

of a human and a robot can interact through VR. We need an accurate representation of the human and its limb 

in virtual reality, first to give the human a better embodiment feeling, and second to simulate the robot sensors 

in the VW more realistically. In the same way, the virtual robot should move its joints by mimicking the real 

robot, so as to provide relevant visual cues to the human. To do so, they both directly control the motion of 

their avatar using motion capture. The human perceives the VW including the robot motion and its own avatar 

motion by graphically rendering the VW and displaying it through a Head Mounted Display (HMD). The 

Robot perceives the VW and the human’s avatar through virtual sensors that bypass the real ones. 

 

Figure 37. Technical illustration of the VR CrowdBot simulation platform 
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Here is the list of the main components of the platform, used for the test: 

 The CrowdBot simulator which generates the VW and provides tools and plugins to manage 

 it and to link all the different components. 

 A robot: we used Pepper, equipped with Lidar, ultrasound and infrared proximity sensors, RGB 

cameras and RGB-D cameras 

 A root position tracking system: we used the Vicon. It is able to track multiple rigid objects using 

infrared cameras and reflective markers. It comes with a software, Tracker 3, which can process data 

in 1.5ms. 

 A body movement tracking system: we used the Xsens suit. The suit is composed of 18 Inertial 

Measurement Units (IMU) connected together, to estimate the body pose. Xsens ensure real-time, 

reliable and accurate human motion analysis, and the suit is easy to set up and calibrate. 

 A robot movement tracking system: we used Pepper’s own odometry sensors. 

 A VR system: we used the Fove. It embeds a WQHD OLED (2560 X 1440) screen, which specifies a 

frame rate of 70fps, and a field of view of up to 100 degrees. The Fove tracking system combines IMU 

sensor and infrared-based tracking. It embeds gaze tracking possibilities even though they are not used 

in our current solution. 

As shown in the first figure, there are three different workspaces used by the system. The robot and the human 

have their own workspace in the real world, and thus remain physically separated. All their actions, physically 

performed in their respective workspaces, are translated to the VW. They also both perceive the VW, instead 

of their respective workspaces. 

The VW is a 3D scene designed specifically for the experiment presented below. To prevent participants and 

robots to collide with physical obstacles, those in their own workspace should be accurately positioned in the 

VW (including the walls). 

In order to replicate the actions of both the human and the robot in the VW, we need the full body motion. To 

do so, the human's motion is tracked using the Vicon system and the XSens suit while the robot's motion is 

tracked using the Vicon system and its own odometry sensors. 

3.6.2. Human perception 

The human perceives the VW mostly through vision and tactile sensation. Vision is managed thanks to a head-

mounted display (HMD), in our case the Fove. While the human avatar is controlled by another tracking system, 

the camera rotation, through which the human perceives the VW, is controlled by IMU sensors of the Fove. 

Using the Fove sensors allows to be more precise in the calibration and reduces latency issues. This improves 

the experience of the human and decreases cybersickness. In order to provide the human a greater sense of 

presence in VR, the 3D environment is accurately replicating the real environment and is superimposed over 

it. This way, when the human gets to virtually touch a virtual wall, he/she also touch the real wall. 
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Figure 38. Bypassing sensors data in Naoqi 

The real robot perceives the VW based on simulated sensors. Therefore, we need to be able to bypass the 

sensors embedded into the robot. For the robot Pepper, the framework Naoqi is used to manipulate the robot. 

The low level controller of this robot is called DCM, part of Naoqi, and handles electronic devices according 

to commands, then updates the memory with the sensors values (Fig. 38). The DCM does not allow us to shut 

down the real sensors, so we solved this problem by working at the memory level, overwriting the real robot 

sensor memory as soon as the DCM updated its values. 

3.6.3. Experiments in VR 

We intend to use our VR platform to study human-robot interactions. To this end, we evaluated the ability of 

our platform to conduct these studies. In particular, we validated that robots and humans behave the same way 

during their interactions in VR as they would do in reality. 

Our evaluation is based on the experiment of [ducourant]15, which addresses the question of interpersonal 

coordination when a pair of participants walk simultaneously. In our case, we replace one of the humans by a 

robot. We set the robot and the human face-to-face. We give the instruction alternatively to the robot and the 

human to be the leader, and to perform a back and forth motion. The other one is the follower, and has to keep 

a constant distance with the leader. 

The Fig. 39 illustrates the tasks and conditions of the experiment. The leader moved forward and backward 

with a sinusoidal movement. The follower tried to stay in front of the follower and to maintain a constant 

interpersonal distance between the leader and the follower. The leader was either the robot (task 1) or the 

participant (task 2), and the task was performed in VR or in real condition. 

 

                                                      

15 Ducourant, T., Vieilledent, S., Kerlirzin, Y., & Berthoz, A. (2005). Timing and distance characteristics of 

interpersonal coordination during locomotion. Neuroscience letters, 389(1), 6-11. 
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Figure 39. Illustration of the experimental tasks and conditions 

In this experiment, we were concerned by the perception biases introduced by the use of VR technologies. Our 

assessment of a simple coordination task performed between a human and a robot shows that their effect on 

the interaction is limited. Thus, our general conclusion is that VR can be trustfully used to perform human-

robot interaction experiments, while the quantitative results should be interpreted with care, since slight 

differences can be found compared to real experiments. It seems that latency, induced by the system, might be 

the main source of influence on the participant's perception of the robot actions, and can cause cybersickness. 

3.7. Results 

The first result would be the simulator itself: CrowdBotUnity is a Gitlab project shared among the technical 

members of the project. It has all the features described in the previous section, and is frequently updated in 

order to provide a tool that is user friendly, complete, and configurable. This is done through selecting the 

right tools to facilitate integration regardless of the OS used, by providing documentation (wiki), and using 

standards, or popular tools (ROS, Unity…). 

We used it to generate synthetic data from simulated 2D Lidar, in scenarios where the robot is crossing a crowd 

moving in a unidirectional flow. The robot was moving in the same direction of the crowd, or in the opposite 

direction. Thanks to the CrowdBot simulation toolbox, we could generate the scenarios in a few minutes, and 

generates a thousand minutes of data in a few hours. 

This kind of data can be used to validate other components developed in CrowdBot, such as the pedestrian 

tracker or the pedestrian predictor. 

We also did a proof of concept to use the simulator for deep learning: we used Tensorflow and Keras to define 

simple neural nets, which were trained with synthetic data (lidar, sensor movement), and which was supposed 

to generate an output similar to the lidar output of the next step, i.e. predict the future state of the lidar, using 

sensors only. 

Finally, we showed that the use of VR is not introducing major bias, thus we can explore human-robot 

interaction with this tool. 

  

https://gitlab.inria.fr/CrowdBot/CrowdBotUnity
https://gitlab.inria.fr/CrowdBot/CrowdBotUnity/wikis/home
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3.8. Future work  

Beside the general improvement of the current simulation toolbox (bug fixes, performance improvement), we 

plan to continue the development of the simulation toolbox for 4 purposes in the remaining time of the project: 

 Tests and training: we want this toolbox to be used by the technical partners to test their algorithms in 

relevant scenarios, or to train their neural nets with it. 

 Validation: we want to use the toolbox to validate each partner’s algorithms by offering the possibility 

to compare with state of the art. For instance, comparing state of the art human trackers with the ones 

developed in CrowdBot. 

 Experimentation: we want to conduct a series of experiments in VR considering new interactions tasks, 

different robots, different scenarios. Also, we want to use this platform to study human motion 

behaviour before collisions with a robot, and we want to compare different navigation algorithms by 

reporting on virtual collisions. 

 The CrowdBot challenge: we want to prepare the toolbox for a challenge on robot navigation in 

crowded environments based on the CROWDBOT simulation platform. This allows benchmarking, 

collecting feedback, creating awareness and initiating collaboration networks. 

4. Conclusion 

In this report, we have described the developments made around simulation tools to meet two objectives: 1) to 

allow a robot to predict the evolution of the state of a crowd around it, and 2) to test its ability to navigate in a 

populated public environment in a broad sense. The first step of the project was to put in place the appropriate 

tools to meet these goals. In the coming months, we will pursue our objectives with new imperatives. First, 

with respect to predicting the movements of a crowd, we need to get closer to the results obtained with respect 

to crowd perception. Our idea is to try to free ourselves from an intermediate representation to directly predict 

the robot's perception data. With regard to robot evaluation, an important step is to share our tools more widely 

with the community to make them a standard in assessing robots' navigation capabilities. 


